matrixSum.cu

-----------

#include "matrix.h"

__global__

void sumMatrix(float *A, float *B, float *C, int N) {

   int i = threadIdx.x;

   int j = threadIdx.y;

   C[i*N+j] = A[i*N+j] + B[i*N+j];

}

__global__ 

void mulMatrix(float *A, float *B, float *C, int N) {

   int i = threadIdx.x;

   int j = threadIdx.y;

   float value = 0;

   for (int k = 0; k < N; ++k) {

      float a = A[j*N + k];

      float b = B[k*N + i];

      value += a*b;

   }

   C[j*N + i] = value;

}

int main() {

   int N = 3;

   Matrix A(N,N);

   //A.identity();

   A.setVal(0,0,1); A.setVal(0,1,2); A.setVal(0,2,3);

   A.setVal(1,0,4); A.setVal(1,1,5); A.setVal(1,2,6);

   A.setVal(2,0,7); A.setVal(2,1,8); A.setVal(2,2,9);

   cout<<"Matrix A"<<endl;

   A.print();

   Matrix B(N,N);

   B.ones();

   cout<<"Matrix B"<<endl;

   B.print();

   Matrix C(N,N);

   // Alocar memoria

   float *A_d, *B_d, *C_d;

   int size = N*N*sizeof(float);

   cudaMalloc((void **)&A_d, size);

   cudaMalloc((void **)&B_d, size);

   cudaMalloc((void **)&C_d, size);

   // transferir a y b desde el host hacia el device

   cudaMemcpy((void *)A_d, (void *)&A.v[0], size, cudaMemcpyHostToDevice);

   cudaMemcpy((void *)B_d, (void *)&B.v[0], size, cudaMemcpyHostToDevice);

   //

   dim3 dimBlock(N,N);

   //sumMatrix<<<1, dimBlock>>>(A_d, B_d, C_d, N);

   mulMatrix<<<1, dimBlock>>>(A_d, B_d, C_d, N);

   //

   cudaMemcpy((void *)&C.v[0], (void *)C_d, size, cudaMemcpyDeviceToHost);

   cout<<"Matrix C"<<endl;

   C.print();

   return 0;

}
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matrix.h

-------------

#include <vector>

#include <iostream>

#include <cassert>

using namespace std;

class Matrix {

public:

   // Constructor

   Matrix(int r, int c): n(r), m(c) {

      assert(n==m);

      v.resize(n*m);

   }

   // 

   void identity() {

      for (int i=0; i<n; ++i)

         for (int j=0; j<m; ++j)

            if (i==j) v[i*m+j] = 1.0;

            else      v[i*m+j] = 0.0;

   }

   void ones() {

      for (int i=0; i<n; ++i)

         for (int j=0; j<m; ++j)

            v[i*m+j] = 1.0;

   }

   void setVal(int i, int j, float val) {

      v[i*m+j] = val;

   }

   void print() {

      for (int i=0; i<n; ++i) {

         for (int j=0; j<m; ++j)

            cout<<v[i*m+j]<<" ";

         cout<<endl;

      }

   }

public:

   int            n;

   int            m;

   vector<float>  v;

};
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Makefile

-------------

#!/usr/bin/env make

FILE = matrixOp

all:


nvcc $(FILE).cu -o $(FILE)

clean:


\rm -f $(FILE).linkinfo $(FILE)
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matrixOp.cu

-------------

// Header files

#include <stdlib.h>

#include <stdio.h>

#include <string.h>

#include <assert.h>

// Types

typedef struct {

    int width;

    int height;

    float* e;

} Matrix;

void MatrixMulOnDevice(const Matrix M, const Matrix N, Matrix P);

Matrix AllocateMatrix(int, int);

void FreeMatrix(Matrix);

Matrix AllocateDeviceMatrix(const Matrix);

void FreeDeviceMatrix(Matrix);

void CopyToDeviceMatrix(Matrix, const Matrix);

void CopyFromDeviceMatrix(Matrix, const Matrix);

void printMatrix(const Matrix);

void setValue(Matrix, int, int, float);

bool CheckDevice();

// Matrix multiplication kernel – thread specification

__global__ 

void MatrixMulKernel(Matrix M, Matrix N, Matrix P) {

   // 2D Thread ID

   int i = threadIdx.x;

   int j = threadIdx.y;

   // value is used to store the element of the matrix

   // that is computed by the thread

   float value = 0;

   for (int k = 0; k < M.width; ++k) {

       float Mval = M.e[j*M.width + k];

       float Nval = N.e[k*N.width + i];

       value += Mval*Nval;

   }

   // Write the matrix to device memory;

   // each thread writes one element

   P.e[j*P.width + i] = value;

}

#define WIDTH 4

//int WIDTH = 

int main(void) {

    if (CheckDevice() == false) {

        printf("\nThere is no device supporting CUDA.\n");

        printf("\nPress ENTER to exit...\n");

        getchar();

        return -1;

    }
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matrixOp2.cu

-------------

// Header files

#include <stdlib.h>

#include <stdio.h>

#include <string.h>

#include <assert.h>

// Types

typedef struct {

    int width;

    int height;

    float* e;

} Matrix;

void MatrixMulOnDevice(const Matrix M, const Matrix N, Matrix P);

Matrix AllocateMatrix(int, int);

void FreeMatrix(Matrix);

Matrix AllocateDeviceMatrix(const Matrix);

void FreeDeviceMatrix(Matrix);

void CopyToDeviceMatrix(Matrix, const Matrix);

void CopyFromDeviceMatrix(Matrix, const Matrix);

void printMatrix(const Matrix);

void setValue(Matrix, int, int, float);

bool CheckDevice();

// Matrix multiplication kernel – thread specification

__global__ 

void MatrixMulKernel(Matrix M, Matrix N, Matrix P) {

   // Calculate the row index of the Pd element and M

   int Row = blockIdx.y*TILE_WIDTH + threadIdx.y;

   // Calculate the column idenx of Pd and N

   int Col = blockIdx.x*TILE_WIDTH + threadIdx.x;

   float value = 0;

   // each thread computes one element of the block sub-matrix

   for (int k = 0; k < M.Width; ++k)

      value += M.e[Row*Width+k] * N.e[k*Width+Col];

   P.e[Row*Width+Col] = value;

/*

   // 2D Thread ID

   int i = threadIdx.x;

   int j = threadIdx.y;

   // value is used to store the element of the matrix

   // that is computed by the thread

   float value = 0;

   for (int k = 0; k < M.width; ++k) 

       value += M.e[j*M.width + k]*N.e[k*N.width + i];

   // Write the matrix to device memory;

   // each thread writes one element

   P.e[j*P.width + i] = value;*/

}

#define WIDTH 4

//int WIDTH = 

int main(void) {

    if (CheckDevice() == false) {

        printf("\nThere is no device supporting CUDA.\n");

        printf("\nPress ENTER to exit...\n");

        getchar();

        return -1;

    }
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matrixOp3.cu

-------------

// Thread block size 

#define BLOCK_SIZE 16 

int main(void) {

   return 0;

} 

// Forward declaration of the device multiplication function 

__global__ void Muld(float*, float*, int, int, float*); 

// Host multiplication function 

// Compute C = A * B 

//   hA is the height of A 

//   wA is the width of A 

//   wB is the width of B 

void Mul(const float* A, const float* B, int hA, int wA, int wB, float* C) { 

    int size; 

    // Load A and B to the device 

    float* Ad; 

    size = hA * wA * sizeof(float); 

    cudaMalloc((void**)&Ad, size); 

    cudaMemcpy(Ad, A, size, cudaMemcpyHostToDevice); 

    float* Bd; 

    size = wA * wB * sizeof(float); 

    cudaMalloc((void**)&Bd, size); 

    cudaMemcpy(Bd, B, size, cudaMemcpyHostToDevice); 

    // Allocate C on the device 

    float* Cd; 

    size = hA * wB * sizeof(float); 

    cudaMalloc((void**)&Cd, size); 

    // Compute the execution configuration assuming 

    // the matrix dimensions are multiples of BLOCK_SIZE 

    /********************

    calculates the execution configuration

    effectively the kernel function <Muld> will be

    executed concurrently by BLOCK_SIZE^2 GPU threads

    ************************/

    dim3 dimBlock(BLOCK_SIZE, BLOCK_SIZE); 

    dim3 dimGrid(wB / dimBlock.x, hA / dimBlock.y); 

    // Launch the device computation 

    Muld<<<dimGrid, dimBlock>>>(Ad, Bd, wA, wB, Cd); 

    // Read C from the device 

    cudaMemcpy(C, Cd, size, cudaMemcpyDeviceToHost);  

    // Free device memory 

    cudaFree(Ad); 

    cudaFree(Bd); 

    cudaFree(Cd); 

}

// Device multiplication function called by Mul() 

// Compute C = A * B 

//   wA is the width of A 

//   wB is the width of B 

__global__ void Muld(float* A, float* B, int wA, int wB, float* C) {

    // Block index 

    int bx = blockIdx.x; 

    int by = blockIdx.y; 

    // Thread index 

    int tx = threadIdx.x; 

    int ty = threadIdx.y; 

    // Index of the first sub-matrix of A processed by the block 

    int aBegin = wA * BLOCK_SIZE * by; 

    // Index of the last sub-matrix of A processed by the block 

    int aEnd   = aBegin + wA - 1; 

    // Step size used to iterate through the sub-matrices of A 

    int aStep  = BLOCK_SIZE; 

    // Index of the first sub-matrix of B processed by the block 

    int bBegin = BLOCK_SIZE * bx; 

    // Step size used to iterate through the sub-matrices of B 

    int bStep  = BLOCK_SIZE * wB; 

    // The element of the block sub-matrix that is computed 

    // by the thread 

    float Csub = 0; 

    // Loop over all the sub-matrices of A and B required to 

    // compute the block sub-matrix 

    for (int a = aBegin, b = bBegin; 

             a <= aEnd; 

             a += aStep, b += bStep) { 

        // Shared memory for the sub-matrix of A 

        __shared__ float As[BLOCK_SIZE][BLOCK_SIZE]; 

        // Shared memory for the sub-matrix of B 

        __shared__ float Bs[BLOCK_SIZE][BLOCK_SIZE]; 

        // Load the matrices from global memory to shared memory; 

        // each thread loads one element of each matrix 

        As[ty][tx] = A[a + wA * ty + tx]; 

        Bs[ty][tx] = B[b + wB * ty + tx]; 

        // Synchronize to make sure the matrices are loaded 

        __syncthreads(); 

        // Multiply the two matrices together; 

        // each thread computes one element 

        // of the block sub-matrix 

        for (int k = 0; k < BLOCK_SIZE; ++k) 

            Csub += As[ty][k] * Bs[k][tx]; 

        // Synchronize to make sure that the preceding 

        // computation is done before loading two new 

        // sub-matrices of A and B in the next iteration 

        __syncthreads(); 

    } 

    // Write the block sub-matrix to global memory; 

    // each thread writes one element 

    int c = wB * BLOCK_SIZE * by + BLOCK_SIZE * bx; 

    C[c + wB * ty + tx] = Csub; 

}
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matrixOriginal.cu

-------------

// Header files

#include <stdlib.h>

#include <stdio.h>

#include <string.h>

// Types

typedef struct {

    int width;

    int height;

    int pitch;

    float* e;

} Matrix;

typedef struct {

    int width;

    int height;

    int pitch;

    double* e;

} MatrixD;

typedef struct {

    int length;

    float* e;

} Vector;

typedef struct {

    int length;

    double* e;

} VectorD;

// Forward declarations

void    MatrixVectorMulOnHost(const Matrix, const Vector, VectorD);

void    MatrixVectorMulOnDevice(const Matrix, const Vector, Vector, int, int);

Matrix  AllocateMatrix(int, int, float);

void    FreeMatrix(Matrix);

MatrixD AllocateMatrixD(int, int);

void    FreeMatrixD(MatrixD);

Matrix  AllocateDeviceMatrix(const Matrix);

void    FreeDeviceMatrix(Matrix);

void    CopyToDeviceMatrix(Matrix, const Matrix);

void    CopyFromDeviceMatrix(Matrix, const Matrix);

Vector  AllocateVector(int, float);

void    FreeVector(Vector);

VectorD AllocateVectorD(int);

void    FreeVectorD(VectorD);

Vector  AllocateDeviceVector(const Vector);

void    FreeDeviceVector(Vector);

void    CopyToDeviceVector(Vector, const Vector);

void    CopyFromDeviceVector(Vector, const Vector);

bool    CheckDevice();

double  ComputeL2NormError(const Vector, const VectorD);

// The main function does the following:

// - It initializes a matrix M and a vector V with random values

// - It computes the product M * V on the device and on the host

// - It compares the two results by computing the L2-norm error

// The goal of the exercise is to replace TODO by the right piece of code

// so that the source code compiles and produces an error of 0

// to machine precision (less than 1e-6)

int main(void){

    if (CheckDevice() == false) {

        printf("\nThere is no device supporting CUDA.\n");

        printf("\nPress ENTER to exit...\n");

        getchar();

        return -1;

    }
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